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1 Introduction

The ambitious goal of the Handbook of Nature-Inspired and Innovative Computing is to “to be a
Virtual Get Together of several researchers that one could invite to attend a conference on ‘futurism’
dealing with the theme of Computing in the 21st Century.” The Handbook contains 22 chapters,
written in a “workshop style,” meaning that little to no background is required from the reader
except for basic knowledge of computer science, and the chapter authors provide an overview of a
particular research area. The material is divided into three sections: Models (i.e., theory), Enabling
Technologies (i.e., hardware), and Application Domains (i.e., recent, novel applications of computer
science). Most of the chapters present either theoretical models (fuzzy logic, quantum computing,
swarm intelligence) or report on trends in non-von-Neumann-model hardware (morphware, optical
VLSI, neural models in silicon). Overall, I found this volume to be a fascinating, and “gentle,”
introduction to a wide range of nonstandard research areas of computer science.

2 Summary

2.1 General overview

Rather than attempt to discuss all 22 chapters, I will make some general remarks about the material
in each of the three sections, and consider a few chapters in detail to provide a flavor for the book’s
contents. To begin, though, here are three quick points.

First, there are “mandatory” chapters on Bioinformatics (by Aluru) and Quantum Computing
(by Eisert and Wolf). These are well written, but there is extensive tutorial-level material on both of
these subjects available many places on the internet. So the strength of the Handbook, in my eyes,
lies more in the introduction it provides the reader to less-emphasized research directions. Second,
as a theorist, I found the chapters on hardware to be the most exciting, because they were accessible
to me, even with very limited background, and they discussed areas I had never encountered before.
So I would encourage SIGACT News readers to consider that a potential strength of the Handbook.
Third, the Handbook was published in 2006, so some of the material it contains is dated, but not in
an “obvious” way. For example, there is a chapter on fuzzy logic (by Taheri and Zomaya) which is
fine, but the 2008 paper by Zadeh titled, “Is there a Need for Fuzzy Logic?” [Information Sciences
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178 (13), pp. 2751–2779, 2008] is much more comprehensive, in my eyes. On the other hand,
the chapter “Trends in High-Performance Computing,” (by Dongarra) is still completely relevant,
except for the most recent numbers themselves on current speeds of supercomputers: the trends
described still hold. So, a theory chapter is “more dated” than a hardware chapter. My suggestion,
therefore, is for the reader to consider the chapters as a jumping-off point to learn about unfamiliar
areas, rather than considering them to be the “definitive word” on any subject.

2.2 Section on Models

The Models section of the Handbook contains several chapters whose computational paradigms
could be loosely categorized as “lots of small agents act locally to solve large, global problems.”
These paradigms include collaborative algorithmics (by Rosenberg), a hybrid association algorithm
(by Tari and Wu), multi-set rule based soft computing (by Krishnamurthy and Krishnamurthy),
evolutionary computing including genetic algorithms (by Seredynski), and swarm intelligence (by
Kennedy). For reasons of space, I will consider one of these: the chapter on swarm intelligence.

James Kennedy, author of the chapter “Swarm Intelligence,” focuses on particle swarm opti-
mization. Informally, a particle swarm is a population of agents who communicate according to
some topology of connections, and a change rule. The “classic” particle swarm topologies have been
everyone-connected-to-everyone, and a ring lattice (where each agent has two neighbors). There
are many different change rules in the literature, but most are based on a standard formula, and
the basic idea is that a particle chooses where to go based on its success (or failure) at the previous
time step, and the success (or failure) of its neighbors. Unlike searches performed by evolutionary
algorithms, which first find “good” regions, and then try to ramify the good regions into best possi-
ble points, a particle swarm continues exploring the entire space until the algorithm concludes. As
a result, in some ways, particle swarm algorithms are more flexible than evolutionary algorithms,
because they assume less about the structure of the search space. The author discusses technical
differences between particle swarm algorithms, and when to prefer one over the other. He also
draws an intriguing line between evolutionary algorithms (such as genetic algorithms) and social
algorithms (such as particle swarm or ant colony optimization): to optimize an n-dimensional prob-
lem with a “traditional” evolutionary algorithm requires a 2n-dimensional vector (each function
parameter, plus a standard of deviation variable for each parameter), whereas a social algorithm
requires only an n-dimensional vector, because the “mutation” in the social algorithm is determined
by the distance between the individual and the source of its social influence. The author concludes
with a section on non-computer applications of particle swarms, including a pharmaceutical com-
pany that used particle swarm optimization in petri dishes to find an optimal mixture of ingredients
for growing bacteria.

2.3 Section on Enabling Technologies

The Enabling Technologies section of the Handbook begins with a chapter that introduces “classi-
cal” computer architecture (written by Yi and Lilja), then a chapter on the history of optical VLSI
(by Eshagian-Wilner and Hai), and then moves into less traditional areas. There are chapters on
morphware (by Hartenstein) and the related topic of evolving hardware (by Gordon and Bent-
ley). There is a chapter on implementing neural models in silicon (by Smith), and molecular and
nanoscale computing (by Eshagian-Wilner et al.). The chapter by Dongarra on high-performance
computing that I mentioned above appears in this section, as do three chapters whose topics would
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probably be grouped under “cloud computing” today: cluster computing (by Yeo et al.), web ser-
vice computing (by Benatallah et al.), and predicting grid resource performance (by Wolski et al.).
I will now summarize Hartenstein’s chapter “Morphware and Configware.”

Reiner Hartenstein’s chapter on morphware and configware is one of the most extensive in the
Handbook, and reads almost like a mini-encyclopedia, with 27 figures, including a glossary of over
50 hardware acronyms. The author begins by arguing that the traditional hardware model, the so
called von Neumann paradigm, where microprocessors driven by software instructions communicate
with accelerators driven by data, is facing a design crisis: as a System on a Chip becomes more
sophisticated, the silicon wafers required for its design are becoming prohibitively expensive. The
solution: morphware. “Morphware is structurally programmable hardware, where the interconnect
between logic blocks and/or functional blocks, as well as the active functions of those blocks, can
be altered individually by downloading configware, down to the configuration memory (configu-
ration RAM) of a morphware chip.” (The most ubiquitous example of morphware is probably
the field-programmable gate array (FPGA), which is a multi-billion-dollar industry.) The author
discusses different morphware paradigms and their recent impact on the computing sciences. He
concludes with a call to reform computer science curricula with a new taxonomy of architecture
and algorithms. His concern is that undergraduates who develop a procedure-only mindset will be
at a tremendous disadvantage on the job market—and I agree.

2.4 Section on Application Domains

The final section of the Handbook, on Application Domains, is the shortest. It contains the bioin-
formatics chapter (by Aluru) I previously mentioned, and chapters on pervasive computing (by
Kumar and Das), information display (by Eades et al.), and noise in foreign exchange markets (by
Szpiro). I will summarize the chapter on pervasive computing.

Mohan Kumar and Sajal K. Das contributed the chapter “Pervasive Computing: Enabling
Technologies and Challenges.” In their view, “pervasive computing is about providing ‘what you
want, where you want it, when you want it, and how you want it’ services to users, applications,
and devices.” Technologies in this category include sensors, RFID tags, wearable computers and
smart phones. The authors spend five pages providing a snapshot (circa 2005) of the state of
these technologies—for example, how objects are tracked using MEMS (micro-electro-mechanical
systems), or RFID (radio frequency identification). They then spend five pages discussing the
following challenges of pervasive computing: (1) heterogeneity and interoperability, (2) proactiv-
ity and transparency, and (3) location awareness and mobility. Challenge (1) could be phrased,
“How can so many different kinds of devices seamlessly communicate without need for human in-
teraction?” The point of challenge (2) is for computing technologies to be increasingly aware of
situational needs of users, so they immediately provide the right category of data. The authors
give an example of a doctor in a cafeteria who receives a message on his PDA. The cafeteria server
needs the doctors profile, but also needs to receive the doctor’s schedule from the PDA, so the
server will know whether it is an appropriate time to notify the doctor about the message. The
authors break challenge (3) into several subchallenges, such as prediction of future location, scal-
able signaling traffic, and security issues. The chapter concludes with sketches of four pervasive
computing projects, including the MavHome Smart Home, whose objective is to decompose control
of an entire house into four computing layers.
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3 Opinion

As I stated in the introduction, the chapters of the Handbook of Nature-Inspired and Innovative
Computing that I got the most from were the chapters on architecture, not theory. I already had
(limited) background in, e.g., genetic algorithms, neural networks, fuzzy logic. On the other hand,
the practical and theoretical challenges posed by the current market for evolutionary hardware and
pervasive computing were brand new to me – and quite exciting! So I believe theorists looking
for interdisciplinary applications for TCS might benefit from reading this book. (Similarly, applied
computer scientists might benefit from a broad introduction to newer areas of CS theory.)

I could see this book used as the basis for a seminar on approaches to decentralized computation.
It contains no exercises, so it isn’t appropriate as a textbook. Most of the chapters could be read by
a clever advanced undergraduate, so I consider it a collection of tutorials, rather than of research
monographs. Overall, I think this book would be of use to anyone with some CS sophistication
who desires exposure to a wide range of newer or less-publicized research areas.
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